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    Spectral

Spectral provides type-safe data serialization and deserialization for Elixir types. Currently the focus is on JSON.
	Type-safe conversion: Convert typed Elixir values to/from external formats such as JSON, ensuring data conforms to the type specification
	Detailed errors: Get error messages with location information when validation fails
	Support for complex scenarios: Handles unions, structs, atoms, nested structures, and more

Requirements and Installation
Requires Erlang/OTP 27+ — Spectral uses the native json module introduced in OTP 27.
Add spectral to your list of dependencies in mix.exs:
def deps do
  [
    {:spectral, "~> 0.13.0"}
  ]
end
By default, Spectral reads type information from debug_info in compiled BEAM files. This is enabled by default in Mix projects and is the recommended setup. See Running without debug_info if you need to strip it.
Running without debug_info
Some production release tools strip debug_info from BEAM files to reduce binary size. If you cannot keep debug_info, you must compensate for every module whose types you encode or decode:
	Your own modules — add use Spectral to each module. This injects __spectra_type_info__/0 at compile time, embedding the type information directly into the module so it survives stripping.

	Dependency and OTP modules — write a custom codec for every type from those modules that you encode or decode, and register it via :spectra, :codecs in your config.


If any type is encountered that has neither debug_info nor a registered codec, Spectral will raise a configuration error at runtime.
Usage
Here's how to use Spectral for JSON serialization and deserialization:
defmodule Person do
  use Spectral
  defmodule Address do
    use Spectral
    defstruct [:street, :city]

    @type t :: %Address{
            street: String.t(),
            city: String.t()
          }
  end

  defstruct [:name, :age, :address]

  @type t :: %Person{
          name: String.t(),
          age: non_neg_integer() | nil,
          address: Address.t() | nil
        }
end
# Encode a struct to JSON
person = %Person{
  name: "Alice",
  age: 30,
  address: %Person.Address{street: "Ystader Straße", city: "Berlin"}
}

with {:ok, json_iodata} <- Spectral.encode(person, Person, :t, :json) do
  IO.iodata_to_binary(json_iodata)
  # Returns: "{\"address\":{\"city\":\"Berlin\",\"street\":\"Ystader Straße\"},\"age\":30,\"name\":\"Alice\"}"
end

# Decode JSON to a struct
json_string = ~s({"name":"Alice","age":30,"address":{"street":"Ystader Straße","city":"Berlin"}})
{:ok, person} = Spectral.decode(json_string, Person, :t, :json)

# Generate a JSON schema
schema_iodata = Spectral.schema(Person, :t)
IO.iodata_to_binary(schema_iodata)
Bang variants raise instead of returning error tuples:
json =
  person
  |> Spectral.encode!(Person, :t, :json)
  |> IO.iodata_to_binary()

person = Spectral.decode!(json_string, Person, :t, :json)

schema =
  Person
  |> Spectral.schema(:t)
  |> IO.iodata_to_binary()
Data Serialization API
Parameters for encode/3-5, decode/3-5, and schema/2-4:
	data — The data to encode/decode (Elixir value for encode, binary/iodata for decode)
	module — The module where the type is defined (e.g., Person)
	type_ref — The type reference, typically an atom like :t for @type t
	format — (optional) The data format: :json (default), :binary_string, or :string

The binary_string and string formats decode a single value from a binary or string — useful for path variables and query parameters:
defmodule MyTypes do
  use Spectral

  @type role :: :admin | :user
end

# Decode a role from a query parameter like "?role=admin"
{:ok, :admin} = Spectral.decode("admin", MyTypes, :role, :binary_string)
{:error, _} = Spectral.decode("superuser", MyTypes, :role, :binary_string)

# Encode a role back to a plain string
{:ok, "admin"} = Spectral.encode(:admin, MyTypes, :role, :binary_string)
Options
encode/5 and decode/5 accept an options list as the last argument:
	Option	Function	Effect
	pre_decoded	decode	Input is already a parsed term — skips JSON decoding
	pre_encoded	encode, schema	Returns a map/list instead of iodata() — skips JSON encoding

# Input already decoded by a web framework (e.g. Plug already ran Jason.decode!)
{:ok, person} = Spectral.decode(decoded_map, Person, :t, :json, [:pre_decoded])

# Get a map instead of iodata (e.g. to pass to a framework that does its own encoding)
{:ok, map} = Spectral.encode(person, Person, :t, :json, [:pre_encoded])

# Get the schema as a map instead of iodata
schema_map = Spectral.schema(Person, :t, :json_schema, [:pre_encoded])
Error Handling
encode/3-5 and decode/3-5 use a dual error handling strategy:
Data validation errors return {:error, [%Spectral.Error{}]}:
	Type mismatches (e.g., string when integer expected)
	Missing required fields
	Invalid data structure

Configuration errors raise exceptions:
	Module not found, unloaded, or compiled without debug_info
	Type not found in the specified module
	Unsupported types (e.g., pid(), port(), tuple())

Use with for clean error handling:
bad_json = ~s({"name":"Alice","age":"not a number"})

with {:ok, person} <- Spectral.decode(bad_json, Person, :t, :json) do
  process_person(person)
end
Bang functions (encode!/3-5, decode!/3-5) raise for any error, including data validation errors. Use them when you want to propagate all errors as exceptions.
schema/2-3 returns iodata() directly (no result tuple) but may still raise for configuration errors.
Error Structure
Each %Spectral.Error{} has:
	location — path to the failing value, e.g. ["user", "age"]
	type — :type_mismatch, :missing_data, :no_match, or :not_matched_fields
	context — additional context, e.g. %{expected: :integer, got: "not a number"}
	message — human-readable error message

Nil Values, Extra Fields, and Unsupported Types
Nil values
Struct fields with nil values are omitted when encoding if the type allows nil. When decoding, missing fields and explicit JSON null both become nil if the type allows it:
person = %Person{name: "Alice"}  # age and address are nil

with {:ok, json_iodata} <- Spectral.encode(person, Person, :t, :json) do
  IO.iodata_to_binary(json_iodata)
  # Returns: "{\"name\":\"Alice\"}"  (age and address omitted)
end

Spectral.decode(~s({"name":"Alice"}), Person, :t, :json)
# Returns: {:ok, %Person{name: "Alice", age: nil, address: nil}}

Spectral.decode(~s({"name":"Alice","age":null}), Person, :t, :json)
# Returns: {:ok, %Person{name: "Alice", age: nil, address: nil}}
Struct defaults
When decoding JSON into an Elixir struct, missing fields are filled from the struct's default
values — the same values you get from %MyStruct{}. This means a JSON object that omits a
field is decoded as if the struct was constructed normally and the provided fields were patched
in.
Whether a field is required or optional in the JSON depends on its struct default and
its type:
	Struct default	Type allows nil?	JSON field missing →
	any non-nil value	either	struct default used
	nil	yes	nil
	nil	no	error — field is required

defmodule Article do
  use Spectral

  defstruct title: nil, views: 0, published: false

  @type t :: %Article{
          title: String.t(),        # nil default, non-nullable → required in JSON
          views: non_neg_integer(), # non-nil default → optional in JSON
          published: boolean()      # non-nil default → optional in JSON
        }
end

Spectral.decode(~s({"title":"Hello"}), Article, :t)
# {:ok, %Article{title: "Hello", views: 0, published: false}}

Spectral.decode(~s({"title":"Hello","views":42,"published":true}), Article, :t)
# {:ok, %Article{title: "Hello", views: 42, published: true}}

Spectral.decode(~s({"views":42}), Article, :t)
# {:error, [...]}  — title is missing and required
Nested struct fields follow the same rules. If a field's type is another struct and that
struct has non-nil defaults, those defaults apply when the nested object is decoded with
missing sub-fields:
defmodule Config do
  use Spectral

  defstruct timeout: 30, retries: 3

  @type t :: %Config{timeout: pos_integer(), retries: non_neg_integer()}
end

Spectral.decode(~s({"timeout":60}), Config, :t)
# {:ok, %Config{timeout: 60, retries: 3}}  — retries filled from struct default
Ecto schemas
Ecto schemas compile to regular Elixir structs with __struct__/0, so struct defaults work
automatically. Fields declared without an explicit :default option have a nil default,
making them required in JSON if their type is non-nullable.
Association fields (has_many, belongs_to, has_one) default to
%Ecto.Association.NotLoaded{}, not nil. Since NotLoaded is non-nil, those fields are
treated as optional and the NotLoaded struct would be used if the association is absent from
JSON. In practice you almost always want to exclude association fields entirely using
only (see below) rather than decode into them.
Extra fields
Extra JSON fields not present in the type specification are silently ignored, enabling forward compatibility:
json = ~s({"name":"Alice","age":30,"unknown_field":"ignored"})
Spectral.decode(json, Person, :t, :json)
# Returns: {:ok, %Person{name: "Alice", age: 30, address: nil}}
Unvalidated types
dynamic(), term(), and any() pass through without validation. The result may not be valid JSON if encoding such data.
Unsupported types
The following types cannot be serialized to JSON:
	pid(), port(), reference()
	tuple() (generic unstructured tuples)
	Function types

Custom Codecs
A codec is a module that provides custom encode, decode, and schema logic for a type. Implement the Spectral.Codec behaviour and add use Spectral.Codec to your module — spectra auto-detects it via the @behaviour attribute in the compiled BEAM, so no registration is needed for types defined in your own module.
Here is a codec that serializes a point tuple as a two-element JSON array:
defmodule MyGeoModule do
  use Spectral.Codec

  @opaque point :: {float(), float()}

  @impl Spectral.Codec
  def encode(_format, MyGeoModule, {:type, :point, 0}, {x, y}, _sp_type, _params, _config)
      when is_number(x) and is_number(y) do
    {:ok, [x, y]}
  end

  def encode(_format, MyGeoModule, {:type, :point, 0}, data, _sp_type, _params, _config) do
    {:error, [%Spectral.Error{type: :type_mismatch, location: [], context: %{type: {:type, :point, 0}, value: data}}]}
  end

  def encode(_format, _module, _type_ref, _data, _sp_type, _params, _config), do: :continue

  @impl Spectral.Codec
  def decode(_format, MyGeoModule, {:type, :point, 0}, [x, y], _sp_type, _params, _config)
      when is_number(x) and is_number(y) do
    {:ok, {x, y}}
  end

  def decode(_format, MyGeoModule, {:type, :point, 0}, data, _sp_type, _params, _config) do
    {:error, [%Spectral.Error{type: :type_mismatch, location: [], context: %{type: {:type, :point, 0}, value: data}}]}
  end

  def decode(_format, _module, _type_ref, _input, _sp_type, _params, _config), do: :continue

  @impl Spectral.Codec
  def schema(:json_schema, MyGeoModule, {:type, :point, 0}, _sp_type, _params, _config) do
    %{type: "array", items: %{type: "number"}, minItems: 2, maxItems: 2}
  end
end
Each callback must return {:ok, result}, {:error, errors}, or :continue. Return {:error, ...} when the data is invalid for a type your codec owns, and :continue for types your codec does not handle.
For container types that need to recursively encode or decode their elements, use Spectral.Codec.encode/5, Spectral.Codec.decode/5, and Spectral.Codec.schema/4 — these preserve the runtime config across the traversal, unlike calling Spectral.encode/5 directly which would start a fresh traversal.
Codec errors
Construct %Spectral.Error{} structs and always return them in {:error, [%Spectral.Error{}]} tuples (as shown above). Spectral collects errors from multiple locations and attaches path information as it traverses nested structures. See existing usages of %Spectral.Error{} in the codebase for examples.
Optional schema/6 callback
The schema/6 callback is optional. If a codec module does not export it, calling Spectral.schema/3 for a type owned by that codec raises {:schema_not_implemented, Module, TypeRef}. Return :continue for types the codec does not handle.
Codecs for third-party types
To handle types from modules you cannot annotate (stdlib, third-party libraries), register a codec globally (Note: you are configuring the Erlang library spectra here, not spectral):
Application.put_env(:spectra, :codecs, %{
  {SomeLibrary, {:type, :some_type, 0}} => MyCodec
})
Built-in Codecs
Spectral ships with codecs for Elixir's standard types. They are registered automatically at application startup — no configuration needed.
	Codec	Elixir type	JSON representation
	Spectral.Codec.DateTime	DateTime.t()	ISO 8601 / RFC 3339 string, e.g. "2012-04-23T18:25:43.511Z"
	Spectral.Codec.Date	Date.t()	ISO 8601 date string, e.g. "2023-04-01"
	Spectral.Codec.MapSet	MapSet.t() / MapSet.t(elem)	JSON array with uniqueItems: true in its schema
	Spectral.Codec.String	String.t()	UTF-8 string, optionally validated by type_parameters constraints

The date/time codecs handle :json and :binary_string formats. A string that fails to parse returns a type_mismatch error with %{reason: :invalid_format} in the error context.
User-configured codecs always take precedence over the built-ins. To override a built-in or register additional codecs, set :spectra, :codecs in config/config.exs before the application starts:
import Config

config :spectra, :codecs, %{
  {DateTime, {:type, :t, 0}} => MyApp.Codec.DateTime  # replaces the built-in
}
Range and Stream do not have built-in codecs. Implement a custom Spectral.Codec if needed — PRs welcome.
Type Parameters
The type_parameters key in a spectral attribute attaches a static value to a type. This value is available to codecs as the params argument (6th argument to encode/7 and decode/7, 5th to schema/6). When type_parameters is absent, params is :undefined.
String and binary constraints
For String.t(), binary(), nonempty_binary(), and nonempty_string(), type_parameters can enforce structural constraints — no custom codec required:
	Key	JSON Schema keyword	Validated at encode/decode?	Notes
	min_length	minLength	yes	Unicode codepoint count, not byte count
	max_length	maxLength	yes	Unicode codepoint count, not byte count
	pattern	pattern	yes	PCRE regular expression
	format	format	no	Schema annotation only

defmodule MyTypes do
  use Spectral

  spectral type_parameters: %{min_length: 2, max_length: 64}
  @type username :: String.t()

  spectral type_parameters: %{pattern: "^[a-z0-9_]+$", format: "hostname"}
  @type slug :: String.t()
end
Encoding and decoding both enforce the constraints and return an error on failure. nonempty_binary() and nonempty_string() already imply minLength: 1; a min_length parameter overrides this.
Codec-specific configuration
type_parameters also lets you reuse one codec across multiple types with different configuration:
defmodule MyIds do
  use Spectral.Codec
  use Spectral

  spectral(type_parameters: "user_")
  @type user_id :: String.t()

  spectral(type_parameters: "org_")
  @type org_id :: String.t()

  @impl Spectral.Codec
  def encode(_format, MyIds, {:type, type, 0}, id, _sp_type, prefix, _config)
      when type in [:user_id, :org_id] and is_binary(id) do
    {:ok, prefix <> id}
  end

  def encode(_format, MyIds, {:type, type, 0}, data, _sp_type, _prefix, _config)
      when type in [:user_id, :org_id] do
    {:error, [%Spectral.Error{type: :type_mismatch, location: [], context: %{type: {:type, type, 0}, value: data}}]}
  end

  def encode(_format, _module, _type_ref, _data, _sp_type, _params, _config), do: :continue

  @impl Spectral.Codec
  def decode(_format, MyIds, {:type, type, 0}, encoded, _sp_type, prefix, _config)
      when type in [:user_id, :org_id] and is_binary(encoded) do
    prefix_len = byte_size(prefix)

    case encoded do
      <<^prefix::binary-size(prefix_len), id::binary>> -> {:ok, id}
      _ -> {:error, [%Spectral.Error{type: :type_mismatch, location: [], context: %{type: {:type, type, 0}, value: encoded}}]}
    end
  end

  def decode(_format, _module, _type_ref, _input, _sp_type, _params, _config), do: :continue

  @impl Spectral.Codec
  def schema(_format, MyIds, {:type, type, 0}, _sp_type, prefix, _config) when type in [:user_id, :org_id] do
    %{type: "string", pattern: "^" <> prefix}
  end
end
Documenting Types with spectral
You can add JSON Schema documentation to your types using the spectral macro. Place the spectral call immediately before the @type definition it documents:
defmodule Person do
  use Spectral

  defstruct [:name, :age]

  spectral title: "Person", description: "A person with name and age"
  @type t :: %Person{
    name: String.t(),
    age: non_neg_integer() | nil
  }
end
Supported fields for types:
	title — short title for the type
	description — longer description
	deprecated — marks the type as deprecated (boolean); emitted as "deprecated": true in the JSON Schema
	examples — list of example values
	examples_function — {module, function_name, args} tuple; the function is called at schema generation time to produce examples. Use this instead of examples when constructing values inline is awkward. The function must be exported.
	type_parameters — passed as params to codec callbacks (see Custom Codecs)
	only — list of field name atoms to include; all other fields are excluded from encode, decode, and schema generation (see Field Filtering with only)
	field_aliases — map of field name atoms to JSON key binaries, e.g. %{first_name: "firstName"}; applied after only filtering (see Field Aliases)

defmodule Person do
  use Spectral

  defstruct [:name, :age]

  spectral title: "Person",
           description: "A person with name and age",
           examples_function: {__MODULE__, :examples, []}
  @type t :: %Person{name: String.t(), age: non_neg_integer()}

  def examples do
    [%Person{name: "Alice", age: 30}, %Person{name: "Bob", age: 25}]
  end
end
The generated schema will include the title and description:
schema = Spectral.schema(Person, :t) |> IO.iodata_to_binary() |> Jason.decode!()
# %{"title" => "Person", "description" => "A person with name and age", "type" => "object", ...}
Multiple types in one module — only types with a spectral call will have title/description in their schemas:
defmodule MyModule do
  use Spectral

  spectral title: "Public API", description: "The public interface"
  @type public_api :: map()

  # No spectral call — no title/description in schema
  @type internal_type :: atom()
end
Field Filtering with only
The only key restricts which struct fields are included when encoding, decoding, and
generating schemas — similar to @derive {Jason.Encoder, only: [...]}. This is useful for
controlling what your API exposes without defining a separate struct.
defmodule User do
  use Spectral

  defstruct [:id, :name, :email, :password_hash]

  # Full type — used internally, includes all fields
  @type t :: %User{
          id: pos_integer(),
          name: String.t(),
          email: String.t(),
          password_hash: binary() | nil
        }

  # Public type — password_hash excluded from encode, decode, and schema
  spectral only: [:id, :name, :email]
  @type public_t :: %User{
          id: pos_integer(),
          name: String.t(),
          email: String.t(),
          password_hash: binary() | nil
        }
end
user = %User{id: 1, name: "Alice", email: "alice@example.com", password_hash: "secret"}

Spectral.encode(user, User, :public_t)
# {:ok, ~s({"email":"alice@example.com","id":1,"name":"Alice"})}
# password_hash is excluded

Spectral.decode(~s({"id":1,"name":"Alice","email":"alice@example.com"}), User, :public_t)
# {:ok, %User{id: 1, name: "Alice", email: "alice@example.com", password_hash: nil}}
# password_hash gets its struct default (nil)
Excluded fields present in the incoming JSON are silently ignored. Fields excluded by only
are filled from the struct's default values on decode (see Struct defaults).
only also works on union types such as MyStruct | nil, and propagates through type aliases (local or remote):
spectral only: [:id, :name]
@type t_or_nil :: %User{...} | nil

spectral only: [:id, :name]
@type public_t :: OtherModule.t()  # only is applied when the reference is resolved
Ecto schemas and only
only is particularly useful with Ecto schemas, which typically contain fields you do not
want to expose via an API — timestamps, internal flags, association fields, and sensitive
columns such as password_hash:
defmodule MyApp.User do
  use Ecto.Schema
  use Spectral

  schema "users" do
    field :name, :string
    field :email, :string
    field :password_hash, :string
    has_many :posts, MyApp.Post
    timestamps()
  end

  # Only expose name and email. Timestamps, password_hash, and the posts
  # association are all excluded. Spectral never tries to decode the
  # %Ecto.Association.NotLoaded{} default for :posts.
  spectral only: [:name, :email]
  @type public_t :: %MyApp.User{
          name: String.t() | nil,
          email: String.t() | nil,
          password_hash: String.t() | nil,
          posts: term(),
          inserted_at: DateTime.t() | nil,
          updated_at: DateTime.t() | nil
        }
end
You can define multiple types on the same module for different API contexts — for example a
create_t that accepts name and email on input, and a response_t that returns id,
name, and email on output.
Keeping timestamps in the type
Rather than excluding inserted_at and updated_at with only, you can include them in the
type as DateTime.t() | nil. Because Ecto sets their struct default to nil, the standard
nil-default rules apply:
	Encode: nil timestamps are omitted from JSON — a pre-insert struct serializes cleanly
without them.
	Decode: timestamps absent from JSON (e.g. a client create or update request) simply
produce nil — no error, because the type allows it.

This means a single type works for both write requests and read responses:
defmodule MyApp.User do
  use Ecto.Schema
  use Spectral

  schema "users" do
    field :name, :string
    field :email, :string
    timestamps(type: :utc_datetime)
  end

  # Works for both input (timestamps absent/nil) and output (timestamps set by DB).
  # Register Spectral.Codec.DateTime to handle the DateTime.t() fields.
  @type t :: %MyApp.User{
          name: String.t() | nil,
          email: String.t() | nil,
          inserted_at: DateTime.t() | nil,
          updated_at: DateTime.t() | nil
        }
end
# Decode a client create request — timestamps absent, no error
Spectral.decode(~s({"name":"Alice","email":"alice@example.com"}), MyApp.User, :t)
# {:ok, %MyApp.User{name: "Alice", email: "alice@example.com", inserted_at: nil, updated_at: nil}}

# Encode a struct fetched from the DB — timestamps present in JSON
user = %MyApp.User{name: "Alice", email: "alice@example.com",
                   inserted_at: ~U[2024-01-01 00:00:00Z], updated_at: ~U[2024-06-01 12:00:00Z]}
Spectral.encode(user, MyApp.User, :t)
# {:ok, ~s({"email":"alice@example.com","inserted_at":"2024-01-01T00:00:00Z",...})}

# Encode a pre-insert struct — timestamps nil, omitted from JSON
Spectral.encode(%MyApp.User{name: "Alice", email: "alice@example.com"}, MyApp.User, :t)
# {:ok, ~s({"email":"alice@example.com","name":"Alice"})}
DateTime.t() | nil requires the Spectral.Codec.DateTime codec to be registered — see
Built-in Codecs.
Field Aliases
The field_aliases key maps Erlang/Elixir field name atoms to custom JSON key binaries. This lets you expose camelCase (or any other naming convention) in your API while keeping snake_case internally.
defmodule User do
  use Spectral
  defstruct [:first_name, :last_name, :birth_year]

  spectral field_aliases: %{first_name: "firstName", last_name: "lastName"}
  @type t :: %User{
          first_name: String.t() | nil,
          last_name: String.t() | nil,
          birth_year: non_neg_integer() | nil
        }
end
Spectral.encode(%User{first_name: "Alice", last_name: "Smith", birth_year: 1990}, User, :t)
# {:ok, ~s({"firstName":"Alice","lastName":"Smith","birth_year":1990})}

Spectral.decode(~s({"firstName":"Bob","lastName":"Jones","birth_year":1985}), User, :t)
# {:ok, %User{first_name: "Bob", last_name: "Jones", birth_year: 1985}}
Field aliases apply to both struct types and plain map literal fields. Aliases are also reflected in generated JSON Schemas — the schema property name uses the aliased key.
When combined with only, filtering happens first and aliases are applied to the remaining fields:
spectral only: [:first_name, :last_name], field_aliases: %{first_name: "firstName"}
@type public_t :: %User{...}
field_aliases also propagates through type aliases — local references and remote module types:
spectral field_aliases: %{first_name: "firstName"}
@type camel_t :: OtherModule.t()  # alias applied when the reference is resolved
Documenting Functions (Endpoint Metadata)
The spectral macro also works before @spec definitions to attach OpenAPI endpoint documentation:
defmodule MyController do
  use Spectral

  spectral summary: "Get user", description: "Returns a user by ID"
  @spec show(map(), map()) :: map()
  def show(_conn, _params), do: %{}
end
Supported fields for function specs:
	summary — short summary of the endpoint operation
	description — longer description
	deprecated — boolean

This metadata is used by Spectral.OpenAPI.endpoint/5 to automatically populate OpenAPI operation fields — see the OpenAPI section below.
OpenAPI Specification
Note: Most users will not need to use Spectral.OpenAPI directly. Web framework integrations such as phoenix_spec build on top of it and provide a higher-level API. Use Spectral.OpenAPI only if you are building such an integration or need direct control over spec generation.

Spectral can generate complete OpenAPI 3.1 specifications for your REST APIs. This provides interactive documentation, client generation, and API testing tools.
OpenAPI Builder API
The API uses a fluent builder pattern for constructing endpoints and responses.
Building Responses
Code.ensure_loaded!(Person)

# Simple response
user_not_found_response =
  Spectral.OpenAPI.response(404, "User not found")

# Response with body
user_found_response =
  Spectral.OpenAPI.response(200, "User found")
  |> Spectral.OpenAPI.response_with_body(Person, :t)

user_created_response =
  Spectral.OpenAPI.response(201, "User created")
  |> Spectral.OpenAPI.response_with_body(Person, {:type, :t, 0})

users_found_response =
  Spectral.OpenAPI.response(200, "Users found")
  |> Spectral.OpenAPI.response_with_body(Person, {:type, :persons, 0})

# Response with response header
response_with_headers =
  Spectral.OpenAPI.response(200, "Success")
  |> Spectral.OpenAPI.response_with_body(Person, :t)
  |> Spectral.OpenAPI.response_with_header(
    "X-Rate-Limit",
    :t,
    %{description: "Requests remaining", required: false, schema: :integer}
  )
Building Endpoints
Use endpoint/5 to automatically pull documentation from a function's spectral annotation:
# Documentation comes from the spectral/1 annotation on MyController.show/2
user_get_endpoint =
  Spectral.OpenAPI.endpoint(:get, "/users/{id}", MyController, :show, 2)
  |> Spectral.OpenAPI.add_response(user_found_response)
Or use endpoint/3 to pass documentation inline:
user_get_endpoint =
  Spectral.OpenAPI.endpoint(:get, "/users/{id}", %{summary: "Get user by ID"})
  |> Spectral.OpenAPI.with_parameter(Person, %{
    name: "id",
    in: :path,
    required: true,
    schema: :string,
    description: "The user ID"
  })
  |> Spectral.OpenAPI.add_response(user_found_response)
  |> Spectral.OpenAPI.add_response(user_not_found_response)

# Add request body (for POST, PUT, PATCH)
# Description comes automatically from the spectral attribute on Person.t()
user_create_endpoint =
  Spectral.OpenAPI.endpoint(:post, "/users")
  |> Spectral.OpenAPI.with_request_body(Person, {:type, :t, 0})
  |> Spectral.OpenAPI.add_response(user_created_response)

# Override content type (defaults to "application/json")
user_create_xml_endpoint =
  Spectral.OpenAPI.endpoint(:post, "/users")
  |> Spectral.OpenAPI.with_request_body(Person, {:type, :t, 0}, "application/xml")
  |> Spectral.OpenAPI.add_response(user_created_response)

# Add query parameters
user_search_endpoint =
  Spectral.OpenAPI.endpoint(:get, "/users")
  |> Spectral.OpenAPI.with_parameter(Person, %{
    name: "search",
    in: :query,
    required: false,
    schema: :search
  })
  |> Spectral.OpenAPI.add_response(users_found_response)
Generating the OpenAPI Specification
Combine all endpoints into a complete OpenAPI spec:
metadata = %{
  title: "My API",
  version: "1.0.0",
  # Optional fields:
  summary: "Short summary of the API",
  description: "Longer description of the API",
  terms_of_service: "https://example.com/terms",
  contact: %{name: "Support", url: "https://example.com/support", email: "support@example.com"},
  license: %{name: "MIT", url: "https://opensource.org/licenses/MIT"},
  servers: [%{url: "https://api.example.com", description: "Production"}]
}

endpoints = [
  user_get_endpoint,
  user_create_endpoint,
  user_search_endpoint
]

{:ok, json} = Spectral.OpenAPI.endpoints_to_openapi(metadata, endpoints)
endpoints_to_openapi/2 returns {:ok, iodata} — the complete OpenAPI 3.1 spec serialized as JSON, ready to write to a file or serve over HTTP.
endpoints_to_openapi/3 accepts the same pre_encoded option as encode/5:
	Options	Return on success
	(default)	{:ok, iodata()} — encoded JSON
	[:pre_encoded]	{:ok, map()} — decoded map for further processing

{:ok, spec_map} = Spectral.OpenAPI.endpoints_to_openapi(metadata, endpoints, [:pre_encoded])
Configuration
Spectral is configured via the underlying :spectra application environment. Put this in config/config.exs (or an environment-specific file):
import Config

config :spectra,
  # Enable the type-info cache (recommended in production).
  # Type information is read from BEAM abstract code on every encode/decode/schema
  # call by default. The cache stores it in persistent_term, keyed by module
  # version, so it invalidates automatically on code reloads.
  use_module_types_cache: true,

  # Register codecs for third-party types, or override built-in codecs.
  # Built-in codecs (Date, DateTime, MapSet, String) are registered automatically
  # at startup — only set this if you need to add or replace them.
  # See the Built-in Codecs and Custom Codecs sections for details.
  codecs: %{
    {SomeLibrary, {:type, :some_type, 0}} => MyApp.Codec.SomeType
  }
Related Projects
	spectra - The underlying Erlang library that powers Spectral

Development Status
This library is under active development. APIs may change in future versions.
Contributing
Contributions are welcome! Please feel free to submit issues and pull requests.
License
See LICENSE.md for details.
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Elixir wrapper for the Erlang spectra library.
Provides idiomatic Elixir interfaces for encoding, decoding, and schema generation
based on type specifications.
API
All functions are designed to work well with Elixir's pipe and with operators:
%Person{name: "Alice", age: 30}
|> Spectral.encode!(Person, :t)
|> send_response()

with {:ok, json} <- Spectral.encode(%Person{name: "Alice"}, Person, :t) do
  send_response(json)
end
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          @type decode_option() :: :pre_decoded | {:pre_decoded, boolean()}


      


Options for decode/5 and decode!/5.
	:pre_decoded - Accept an already-decoded JSON term as input, skipping the JSON
parsing step. Equivalent to {:pre_decoded, true}.
	{:pre_decoded, boolean()} - Explicit boolean form; false gives the default behaviour.
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          @type encode_option() :: :pre_encoded | {:pre_encoded, boolean()}


      


Options for encode/5 and encode!/5.
	:pre_encoded - Skip the final JSON serialization step and return the intermediate
JSON term (a map/list) instead of iodata. Equivalent to {:pre_encoded, true}.
	{:pre_encoded, boolean()} - Explicit boolean form; false gives the default behaviour.
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          @type schema_option() :: :pre_encoded | {:pre_encoded, boolean()}


      


Options for schema/4.
	:pre_encoded - Skip the final JSON serialization step and return a map instead of
iodata. Equivalent to {:pre_encoded, true}.
	{:pre_encoded, boolean()} - Explicit boolean form; false gives the default behaviour.
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          @type sp_type_or_ref() :: :spectra.sp_type_or_ref()


      


A spectra type structure or type reference. sp_type() is an opaque Erlang record.
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          @type sp_type_reference() :: {:type, atom(), non_neg_integer()} | {:record, atom()}


      


A reference to a named type {:type, name, arity} or record {:record, name}.
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          @type type_info() :: :spectra.type_info()


      


Spectra type information for a module. Alias for :spectra.type_info().
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Sets up the Spectral macros and injects __spectra_type_info__/0.
When you use Spectral, the spectral/1 macro is imported and a
__spectra_type_info__/0 function is injected that Spectral's encode, decode,
and schema functions use internally.
Annotating Types
Place spectral/1 immediately before a @type to attach documentation
to generated JSON schemas and OpenAPI component schemas:
defmodule Person do
  use Spectral

  defstruct [:name, :age]

  spectral title: "Person", description: "A person record"
  @type t :: %Person{name: String.t(), age: non_neg_integer()}
end
Types without a spectral call will not have title/description in their schemas.
See spectral/1 for the full list of supported annotation fields.
Annotating Functions (Endpoint Documentation)
Place spectral/1 immediately before a @spec to attach endpoint metadata,
which Spectral.OpenAPI.endpoint/5 reads automatically:
defmodule MyController do
  use Spectral

  spectral summary: "Get user", description: "Returns a user by ID"
  @spec show(map(), map()) :: map()
  def show(_conn, _params), do: %{}
end

endpoint = Spectral.OpenAPI.endpoint(:get, "/users/{id}", MyController, :show, 2)
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          @spec decode(dynamic(), module() | type_info(), atom() | sp_type_or_ref(), atom(), [
  decode_option()
]) ::
  {:ok, dynamic()} | {:error, [Spectral.Error.t()]}


      


Decodes data from the specified format.
Parameters
	data - The data to decode (binary for JSON, string for string format; or a JSON term when :pre_decoded option is set)
	module - Module containing the type definition
	type_ref - Type reference (typically an atom like :t)
	format - Format to decode from (default: :json)
	opts - Options list (default: []). Supported options:	:pre_decoded - Accept an already-decoded JSON term as input, skipping JSON parsing.



Returns
	{:ok, dynamic()} - Decoded data on success
	{:error, [%Spectral.Error{}]} - List of errors on failure

Examples
iex> ~s({"name":"Alice","age":30,"address":{"street":"Ystader Straße", "city": "Berlin"}})
...> |> Spectral.decode(Person, :t)
{:ok, %Person{age: 30, name: "Alice", address: %Person.Address{street: "Ystader Straße", city: "Berlin"}}}

iex> ~s({"name":"Alice"})
...> |> Spectral.decode(Person, :t)
{:ok, %Person{age: nil, name: "Alice", address: nil}}

iex> ~s({"name":"Alice","age":30,"extra_field":"ignored"})
...> |> Spectral.decode(Person, :t)
{:ok, %Person{age: 30, name: "Alice", address: nil}}

iex> Spectral.decode(%{"name" => "Alice", "age" => 30}, Person, :t, :json, [:pre_decoded])
{:ok, %Person{age: 30, name: "Alice", address: nil}}
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          @spec decode!(dynamic(), module() | type_info(), atom() | sp_type_or_ref(), atom(), [
  decode_option()
]) ::
  dynamic()


      


Decodes data from the specified format, raising on error.
Like decode/5 but raises Spectral.Error instead of returning an error tuple.
Parameters
	data - The data to decode (binary for JSON, string for string format; or a JSON term when :pre_decoded option is set)
	module - Module containing the type definition
	type_ref - Type reference (typically an atom like :t)
	format - Format to decode from (default: :json)
	opts - Options list (default: []). Supported options:	:pre_decoded - Accept an already-decoded JSON term as input, skipping JSON parsing.



Returns
	dynamic() - Decoded data on success

Raises
	Spectral.Error - If decoding fails

Examples
iex> ~s({"name":"Alice","age":30})
...> |> Spectral.decode!(Person, :t)
%Person{age: 30, name: "Alice", address: nil}
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          @spec encode(dynamic(), module() | type_info(), atom() | sp_type_or_ref(), atom(), [
  encode_option()
]) ::
  {:ok, iodata() | dynamic()} | {:error, [Spectral.Error.t()]}


      


Encodes data to the specified format.
Parameters
	data - The data to encode
	module - Module containing the type definition
	type_ref - Type reference (typically an atom like :t)
	format - Format to encode to (default: :json)
	opts - Options list (default: []). Supported options:	:pre_encoded - Return the intermediate JSON term (map/list) instead of iodata.



Returns
	{:ok, iodata()} - Encoded data on success (default)
	{:ok, dynamic()} - Encoded data as a JSON term when :pre_encoded option is set
	{:error, [%Spectral.Error{}]} - List of errors on failure

Examples
iex> person = %Person{name: "Alice", age: 30, address: %Person.Address{street: "Ystader Straße", city: "Berlin"}}
...> with {:ok, json} <- Spectral.encode(person, Person, :t) do
...>  IO.iodata_to_binary(json)
...> end
~s({"address":{"city":"Berlin","street":"Ystader Straße"},"age":30,"name":"Alice"})

iex> {:ok, json} = %Person{name: "Alice"} |> Spectral.encode(Person, :t)
iex> IO.iodata_to_binary(json)
~s({"name":"Alice"})

iex> {:ok, term} = %Person{name: "Alice", age: 30} |> Spectral.encode(Person, :t, :json, [:pre_encoded])
iex> term["name"]
"Alice"
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          @spec encode!(dynamic(), module() | type_info(), atom() | sp_type_or_ref(), atom(), [
  encode_option()
]) ::
  iodata() | dynamic()


      


Encodes data to the specified format, raising on error.
Like encode/5 but raises Spectral.Error instead of returning an error tuple.
Parameters
	data - The data to encode
	module - Module containing the type definition
	type_ref - Type reference (typically an atom like :t)
	format - Format to encode to (default: :json)
	opts - Options list (default: []). Supported options:	:pre_encoded - Return the intermediate JSON term (map/list) instead of iodata.



Returns
	iodata() - Encoded data on success (default)
	dynamic() - Encoded data as a JSON term when :pre_encoded option is set

Raises
	Spectral.Error - If encoding fails

Examples
iex> %Person{name: "Alice", age: 30}
...> |> Spectral.encode!(Person, :t)
...> |> IO.iodata_to_binary()
~s({"age":30,"name":"Alice"})
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          @spec schema(module() | type_info(), atom() | sp_type_or_ref(), atom()) :: iodata()


      


Generates a schema for the specified type.
Parameters
	module - Module containing the type definition
	type_ref - Type reference (typically an atom like :t)
	format - Schema format (default: :json_schema)

Returns
	iodata() - Generated schema

Examples
iex> schemadata = Spectral.schema(Person, :t)
iex> is_binary(IO.iodata_to_binary(schemadata))
true
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          @spec schema(module() | type_info(), atom() | sp_type_or_ref(), atom(), [
  schema_option()
]) ::
  iodata() | dynamic()


      


Generates a schema for the specified type, with options.
Like schema/3 but accepts an options list.
Parameters
	module - Module containing the type definition
	type_ref - Type reference (typically an atom like :t)
	format - Schema format (default: :json_schema)
	opts - Options list. Supported options:	:pre_encoded - Return a map instead of iodata, skipping JSON encoding.



Returns
	iodata() - Generated schema (default)
	dynamic() - Schema as a map when :pre_encoded option is set

Examples
iex> schema = Spectral.schema(Person, :t, :json_schema, [:pre_encoded])
iex> is_map(schema)
true
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Adds documentation metadata for a type.
Use this macro immediately before a @type definition to document it.
The line number is automatically captured to pair the documentation
with the correct type.
Example
defmodule Person do
  use Spectral

  spectral title: "Person", description: "A person record"
  @type t :: %Person{name: String.t()}
end
Fields — before a @type
	title - A short title for the type
	description - A detailed description
	deprecated - Whether the type is deprecated (boolean)
	examples - Example values (list)
	examples_function - {module, function_name, args} tuple; called at schema
generation time to produce examples. The function must be exported.
	type_parameters - Static configuration forwarded as the params argument
to Spectral.Codec callbacks for this type (any term)
	only - List of field name atoms to include when encoding, decoding, and generating
schemas. Fields not in the list are silently dropped. For Elixir structs, excluded
fields are filled from the struct's defaults on decode.
	field_aliases - Map of field name atoms (or integers for integer map keys) to JSON
key binaries, e.g. %{first_name: "firstName"}. Applies to struct fields and map
literal keys. Applied after only filtering.

Fields — before a @spec
	summary - Short one-line summary of the function / endpoint
	description - A detailed description
	deprecated - Whether the function is deprecated (boolean)
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Behaviour for custom codec modules.
A custom codec lets you override the default encode/decode/schema logic for specific
types in your module. When spectra encounters a type defined in a codec module, it
calls your callbacks first. Return {:ok, result} to provide a custom result,
{:error, errors} when the data is invalid for a type your codec owns, or :continue
to fall through to spectra's built-in structural encoding/decoding for types your
codec does not handle.
Usage
Add use Spectral.Codec to your module and implement the required callbacks.
Spectra detects codec modules by checking for @behaviour Spectral.Codec in
the compiled BEAM, so no extra registration is needed:
defmodule MyGeoModule do
  use Spectral.Codec

  @opaque point :: {float(), float()}

  @impl Spectral.Codec
  def encode(_format, _caller_type_info, {:type, :point, 0}, _target_type, {x, y}, _config)
      when is_number(x) and is_number(y) do
    {:ok, [x, y]}
  end

  def encode(_format, _caller_type_info, {:type, :point, 0}, _target_type, data, _config) do
    {:error, [%Spectral.Error{type: :type_mismatch, location: [], context: %{type: {:type, :point, 0}, value: data}}]}
  end

  # Types not handled by this codec → continue to default
  def encode(_format, _caller_type_info, _type_ref, _target_type, _data, _config), do: :continue

  @impl Spectral.Codec
  def decode(_format, _caller_type_info, {:type, :point, 0}, _target_type, [x, y], _config)
      when is_number(x) and is_number(y) do
    {:ok, {x, y}}
  end

  def decode(_format, _caller_type_info, {:type, :point, 0}, _target_type, data, _config) do
    {:error, [%Spectral.Error{type: :type_mismatch, location: [], context: %{type: {:type, :point, 0}, value: data}}]}
  end

  def decode(_format, _caller_type_info, _type_ref, _target_type, _input, _config), do: :continue

  @impl Spectral.Codec
  def schema(:json_schema, _caller_type_info, {:type, :point, 0}, _target_type, _config) do
    %{type: "array", items: %{type: "number"}, minItems: 2, maxItems: 2}
  end
end
The target_type argument
The fourth argument to encode/6, decode/6, and schema/5 is the sp_type()
instantiation node from the type traversal. For generic types (those with type
variables, such as MapSet.t(elem)) this is the reference node and carries the
concrete type-variable bindings of the current instantiation. Use
Spectral.Type.type_args/1 to extract them for recursive encoding/decoding.
For non-generic types this argument is the resolved type definition and
Spectral.Type.type_args/1 returns [].
Return Values
	{:ok, result} — Use this result instead of the default
	{:error, errors} — The data is invalid for a type this codec handles; errors
is a list of %Spectral.Error{} structs
	:continue — This codec does not handle this type; fall through to spectra's
built-in structural codec

The distinction between {:error, ...} and :continue matters: return {:error, ...}
when the data has the wrong shape for a type your codec owns, and :continue for
type references your codec does not recognise at all.
Recursive Calls
When your codec handles a container type and needs to encode or decode its elements
according to their types, use the helper functions on this module rather than calling
Spectral.encode/5 or Spectral.decode/5. The helpers preserve the runtime config
(cache mode, codec registry, format) across the traversal; the public Spectral API
would start a fresh traversal and lose that context.
@impl Spectral.Codec
def encode(format, caller_type_info, {:type, :wrapper, 1}, target_type, %Wrapper{value: v}, config) do
  case Spectral.Type.type_args(target_type) do
    [elem_type] ->
      case Spectral.Codec.encode(format, caller_type_info, elem_type, v, config) do
        {:ok, encoded} -> {:ok, %{"value" => encoded}}
        error -> error
      end
    [] -> {:ok, %{"value" => v}}
  end
end
Use Spectral.Type.type_args/1 to extract the concrete type arguments from target_type
when handling generic types (see the target_type section above).
Global Codec Registry
To use a codec for types defined in a different module (e.g., a stdlib or
third-party type you cannot annotate), register it via the application environment:
Application.put_env(:spectra, :codecs, %{
  {DateTime, {:type, :t, 0}} => Spectral.Codec.DateTime
})
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        Return value for decode/6 callback.
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        Return value for encode/6 callback.
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        decode(format, caller_type_info, target_type_ref, target_type, input, config)

      


        Decodes input from format into the Elixir value described by target_type_ref.



    


    
      
        encode(format, caller_type_info, target_type_ref, target_type, data, config)

      


        Encodes data of the given target_type_ref to format.



    


    
      
        schema(format, caller_type_info, target_type_ref, target_type, config)

      


        Returns a schema map for target_type_ref in format.
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        decode(format, type_info, type_ref, input, config)

      


        Recursively decodes input to type_ref inside a codec callback.



    


    
      
        encode(format, type_info, type_ref, data, config)

      


        Recursively encodes data of type_ref inside a codec callback.



    


    
      
        schema(atom, type_info, type_ref, config)

      


        Generates a schema map for type_ref inside a codec schema/5 callback.
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          @type decode_result() :: {:ok, term()} | {:error, [Spectral.Error.t()]} | :continue


      


Return value for decode/6 callback.
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          @type encode_result() :: {:ok, term()} | {:error, [Spectral.Error.t()]} | :continue


      


Return value for encode/6 callback.
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          @callback decode(
  format :: atom(),
  caller_type_info :: Spectral.type_info(),
  target_type_ref :: Spectral.sp_type_reference(),
  target_type :: Spectral.sp_type_or_ref(),
  input :: term(),
  config :: term()
) :: decode_result()


      


Decodes input from format into the Elixir value described by target_type_ref.
Called by spectra when decoding a value whose type is defined in a codec module.
Return {:error, errors} when the input is invalid for a type your codec handles,
or :continue for types this codec does not recognise.
caller_type_info is the type info of the module driving the traversal.
target_type is the instantiation node from the type traversal; use
Spectral.Type.type_args/1 to extract type-variable bindings for generic types.
Use :spectra_type.parameters/1 on target_type to read type_parameters (only
reliable when the codec is invoked directly from a Spectral entry point).
config is the runtime config; pass format and config to Spectral.Codec.decode/5 for recursive calls.
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          @callback encode(
  format :: atom(),
  caller_type_info :: Spectral.type_info(),
  target_type_ref :: Spectral.sp_type_reference(),
  target_type :: Spectral.sp_type_or_ref(),
  data :: term(),
  config :: term()
) :: encode_result()


      


Encodes data of the given target_type_ref to format.
Called by spectra when encoding a value whose type is defined in a codec module.
Return {:error, errors} when the data is invalid for a type your codec handles,
or :continue for types this codec does not recognise.
caller_type_info is the type info of the module driving the traversal.
target_type is the instantiation node from the type traversal; use
Spectral.Type.type_args/1 to extract type-variable bindings for generic types.
Use :spectra_type.parameters/1 on target_type to read type_parameters (only
reliable when the codec is invoked directly from a Spectral entry point).
config is the runtime config; pass format and config to Spectral.Codec.encode/5,
Spectral.Codec.decode/5, and Spectral.Codec.schema/4 for recursive calls within
this callback.

  



  
    
      
    
    
      schema(format, caller_type_info, target_type_ref, target_type, config)


        (optional)


        
          
        

    

  


  

      

          @callback schema(
  format :: atom(),
  caller_type_info :: Spectral.type_info(),
  target_type_ref :: Spectral.sp_type_reference(),
  target_type :: Spectral.sp_type_or_ref(),
  config :: term()
) :: map()


      


Returns a schema map for target_type_ref in format.
This callback is optional. If not implemented, spectra will raise
{:schema_not_implemented, module, type_ref} when schema generation is requested
for a type owned by this codec.
caller_type_info is the type info of the module driving the traversal.
target_type is the type node; use :spectra_type.parameters/1 to read
type_parameters (only reliable when invoked directly from a Spectral entry point).
config is the runtime config; pass format and config to Spectral.Codec.schema/4 for recursive calls.

  


        

      

      
        Functions


        


  
    
      
    
    
      decode(format, type_info, type_ref, input, config)



        
          
        

    

  


  

      

          @spec decode(atom(), Spectral.type_info(), Spectral.sp_type_or_ref(), term(), term()) ::
  {:ok, term()} | {:error, [Spectral.Error.t()]}


      


Recursively decodes input to type_ref inside a codec callback.
Pass the format and caller_type_info received in your decode/6 callback.
Preserves the runtime config (cache mode, codecs) across the traversal,
unlike Spectral.decode/5 which starts a fresh traversal.
The input must already be a decoded term (JSON is pre-parsed by the time
codec callbacks are invoked).
Returns {:ok, term()} or {:error, [Spectral.Error.t()]}.

  



  
    
      
    
    
      encode(format, type_info, type_ref, data, config)



        
          
        

    

  


  

      

          @spec encode(atom(), Spectral.type_info(), Spectral.sp_type_or_ref(), term(), term()) ::
  {:ok, term()} | {:error, [Spectral.Error.t()]}


      


Recursively encodes data of type_ref inside a codec callback.
Pass the format and caller_type_info received in your encode/6 callback.
Preserves the runtime config (cache mode, codecs) across the traversal,
unlike Spectral.encode/5 which starts a fresh traversal.
Returns {:ok, term()} (a pre-encoded term) or {:error, [Spectral.Error.t()]}.

  



  
    
      
    
    
      schema(atom, type_info, type_ref, config)



        
          
        

    

  


  

      

          @spec schema(atom(), Spectral.type_info(), Spectral.sp_type_or_ref(), term()) ::
  dynamic()


      


Generates a schema map for type_ref inside a codec schema/5 callback.
Pass the caller_type_info received in your schema/5 callback.
Preserves the runtime config across the traversal. Returns a pre-encoded schema map.

  


        

      


  

    
Spectral.Codec.Date 
    



      
Built-in codec for Date.t().
Encodes Date structs to ISO 8601 strings (e.g. "2023-04-01") and decodes
them back. Handles :json and :binary_string formats (returning a binary string)
and :string format (returning a charlist).
Registration
Register this codec in your application's config/config.exs or
application.ex start callback before encoding/decoding Date values:
Application.put_env(:spectra, :codecs, %{
  {Date, {:type, :t, 0}} => Spectral.Codec.Date
})

      




  

    
Spectral.Codec.DateTime 
    



      
Built-in codec for DateTime.t().
Encodes DateTime structs to ISO 8601 / RFC 3339 strings
(e.g. "2012-04-23T18:25:43.511Z") and decodes them back.
Handles :json and :binary_string formats (returning a binary string) and
:string format (returning a charlist).
Registration
Register this codec in your application's config/config.exs or
application.ex start callback before encoding/decoding DateTime values:
Application.put_env(:spectra, :codecs, %{
  {DateTime, {:type, :t, 0}} => Spectral.Codec.DateTime
})

      




  

    
Spectral.Codec.MapSet 
    



      
Built-in codec for MapSet.t() and MapSet.t(elem).
Encodes MapSet structs to JSON arrays and decodes JSON arrays back to MapSet.
The resulting JSON array reflects the unordered nature of sets — duplicate
entries that may appear in the decoded list are collapsed.
For MapSet.t(elem), each element is recursively encoded/decoded according to
its type. For MapSet.t(), elements are passed through as-is.
Registration
Register this codec in your application's config/config.exs or
application.ex start callback before encoding/decoding MapSet values:
Application.put_env(:spectra, :codecs, %{
  {MapSet, {:type, :t, 0}} => Spectral.Codec.MapSet,
  {MapSet, {:type, :t, 1}} => Spectral.Codec.MapSet
})

      




  

    
Spectral.Codec.String 
    



      
Built-in codec for String.t().
Validates that encoded and decoded values are UTF-8 binaries, and optionally
enforces constraints supplied via type_parameters in a spectral annotation
placed before the type definition:
	min_length — minimum codepoint length (inclusive)
	max_length — maximum codepoint length (inclusive)
	pattern — regular expression the string must match

When no params are present the codec acts as a transparent pass-through,
accepting any binary and producing it unchanged.
Note: type_parameters are only accessible when the codec is invoked directly
from a Spectral entry point (e.g. Spectral.encode/decode called with the
type's own module). They are not propagated during mid-traversal dispatch.
Registration
Register this codec in your application's config/config.exs or
application.ex start callback before encoding/decoding String.t() values:
Application.put_env(:spectra, :codecs, %{
  {String, {:type, :t, 0}} => Spectral.Codec.String
})

      




  

    
Spectral.OpenAPI 
    



      
Elixir wrapper for spectra OpenAPI specification generation.
This module provides idiomatic Elixir functions for generating OpenAPI 3.1
specifications from Elixir type definitions using spectra.
Response Builder Pattern
Responses are built using a fluent API:
response = Spectral.OpenAPI.response(200, "Success")
  |> Spectral.OpenAPI.response_with_body(Person, :t)
  |> Spectral.OpenAPI.response_with_header("X-Rate-Limit", RateLimit, %{
    schema: :t,
    description: "Remaining requests",
    required: false
  })

endpoint = Spectral.OpenAPI.endpoint(:get, "/users/{id}")
  |> Spectral.OpenAPI.add_response(response)

      


      
        Summary


  
    Functions
  


    
      
        add_response(endpoint, response)

      


        Adds a complete response specification to an endpoint.



    


    
      
        endpoint(method, path, doc \\ %{})

      


        Creates a new OpenAPI endpoint definition.



    


    
      
        endpoint(method, path, module, function_name, arity)

      


        Creates a new OpenAPI endpoint definition using metadata from a spectral/1 macro
placed before a function definition.



    


    
      
        endpoints_to_openapi(metadata, endpoints)

      


        Converts a list of endpoints to a complete OpenAPI specification.



    


    
      
        endpoints_to_openapi(metadata, endpoints, opts)

      


        Converts a list of endpoints to a complete OpenAPI specification, with options.



    


    
      
        response(status_code, description)

      


        Creates a response builder.



    


    
      
        response_with_body(response, module, schema)

      


        Adds a response body to a response builder.



    


    
      
        response_with_header(response, header_name, module, header_spec)

      


        Adds a header to a response builder.



    


    
      
        with_parameter(endpoint, module, parameter_spec)

      


        Adds a parameter to an endpoint.



    


    
      
        with_request_body(endpoint, module, schema)

      


        Adds a request body specification to an endpoint.



    





      


      
        Functions


        


  
    
      
    
    
      add_response(endpoint, response)



        
          
        

    

  


  

      

          @spec add_response(:spectra_openapi.endpoint_spec(), :spectra_openapi.response_spec()) ::
  :spectra_openapi.endpoint_spec()


      


Adds a complete response specification to an endpoint.
This function adds a response that was built using the response builder pattern.
Parameters
	endpoint - The endpoint to add the response to
	response - Response specification built with response/2 and related functions

Returns
	endpoint - Updated endpoint with the response added

Example
response = Spectral.OpenAPI.response(200, "User found")
  |> Spectral.OpenAPI.response_with_body(Person, :t)

endpoint = Spectral.OpenAPI.endpoint(:get, "/users/{id}")
  |> Spectral.OpenAPI.add_response(response)

  



    

  
    
      
    
    
      endpoint(method, path, doc \\ %{})



        
          
        

    

  


  

      

          @spec endpoint(
  :spectra_openapi.http_method(),
  binary(),
  :spectra_openapi.endpoint_doc()
) ::
  :spectra_openapi.endpoint_spec()


      


Creates a new OpenAPI endpoint definition.
Parameters
	method - HTTP method as an atom (:get, :post, :put, :delete, :patch, etc.)
	path - URL path as a binary (e.g., "/users/{id}")
	doc - Optional documentation map with optional keys:	:summary - Short summary of the endpoint
	:description - Longer description of the endpoint
	:operationId - Unique string to identify the operation
	:tags - List of tags for grouping endpoints
	:deprecated - Whether the endpoint is deprecated (boolean)
	:externalDocs - Map with :url (required) and :description (optional)



Returns
	endpoint - OpenAPI endpoint structure

Example
iex> endpoint = Spectral.OpenAPI.endpoint(:get, "/users/{id}", %{summary: "Get user by ID"})
iex> endpoint.doc
%{summary: "Get user by ID"}

  



  
    
      
    
    
      endpoint(method, path, module, function_name, arity)



        
          
        

    

  


  

      

          @spec endpoint(
  :spectra_openapi.http_method(),
  binary(),
  module(),
  atom(),
  non_neg_integer()
) ::
  :spectra_openapi.endpoint_spec()


      


Creates a new OpenAPI endpoint definition using metadata from a spectral/1 macro
placed before a function definition.
The function's metadata (set via spectral summary: "...", description: "..." before
the corresponding @spec) is retrieved from the module's type info and used as the
endpoint documentation.
Parameters
	method - HTTP method as an atom (:get, :post, :put, :delete, :patch, etc.)
	path - URL path as a binary (e.g., "/users/{id}")
	module - The module containing the function with spectral metadata
	function_name - The function name as an atom
	arity - The function arity

Returns
	endpoint - OpenAPI endpoint structure with documentation from the function's metadata

Example
defmodule MyController do
  use Spectral

  spectral summary: "Get user", description: "Returns a user by ID"
  @spec get_user(map(), map()) :: map()
  def get_user(_conn, _params), do: %{}
end

endpoint = Spectral.OpenAPI.endpoint(:get, "/users/{id}", MyController, :get_user, 2)

  



  
    
      
    
    
      endpoints_to_openapi(metadata, endpoints)



        
          
        

    

  


  

      

          @spec endpoints_to_openapi(
  :spectra_openapi.openapi_metadata(),
  [:spectra_openapi.endpoint_spec()]
) :: {:ok, iodata()} | {:error, [Spectral.Error.t()]}


      


Converts a list of endpoints to a complete OpenAPI specification.
Parameters
	metadata - OpenAPI metadata map with keys:	:title - API title (required)
	:version - API version (required)
	:summary (optional) - Short summary of the API
	:description (optional) - Longer description of the API
	:terms_of_service (optional) - URL to the terms of service
	:contact (optional) - Contact map with optional :name, :url, :email
	:license (optional) - License map with required :name and optional :url, :identifier
	:servers (optional) - List of server objects, each with required :url and optional :description


	endpoints - List of endpoint definitions

Returns
	{:ok, iodata} - Complete OpenAPI 3.1 specification serialised as JSON iodata
	{:error, [%Spectral.Error{}]} - List of errors if generation fails

Example
metadata = %{title: "My API", version: "1.0.0"}
endpoints = [
  Spectral.OpenAPI.endpoint(:get, "/users/{id}")
  |> Spectral.OpenAPI.add_response(
    Spectral.OpenAPI.response(200, "User found")
    |> Spectral.OpenAPI.response_with_body(Person, :t)
  )
]

{:ok, json} = Spectral.OpenAPI.endpoints_to_openapi(metadata, endpoints)

  



  
    
      
    
    
      endpoints_to_openapi(metadata, endpoints, opts)



        
          
        

    

  


  

      

          @spec endpoints_to_openapi(
  :spectra_openapi.openapi_metadata(),
  [:spectra_openapi.endpoint_spec()],
  [
    Spectral.schema_option()
  ]
) :: {:ok, iodata() | dynamic()} | {:error, [Spectral.Error.t()]}


      


Converts a list of endpoints to a complete OpenAPI specification, with options.
Like endpoints_to_openapi/2 but accepts an options list.
Parameters
	metadata - OpenAPI metadata map (same as endpoints_to_openapi/2)
	endpoints - List of endpoint definitions
	opts - Options list. Supported options:	:pre_encoded - Return a map instead of iodata, skipping JSON encoding.



Returns
	{:ok, iodata()} - Complete OpenAPI 3.1 spec as JSON iodata (default)
	{:ok, map()} - Spec as a decoded map when :pre_encoded option is set
	{:error, [%Spectral.Error{}]} - List of errors if generation fails


  



  
    
      
    
    
      response(status_code, description)



        
          
        

    

  


  

      

          @spec response(:spectra_openapi.http_status_code(), binary()) ::
  :spectra_openapi.response_spec()


      


Creates a response builder.
This creates a response specification that can be further configured with
response_with_body/3-4 and response_with_header/4 before being added
to an endpoint with add_response/2.
Parameters
	status_code - HTTP status code (e.g., 200, 404, 500)
	description - Human-readable description of the response

Returns
	response - Response builder structure

Example
response = Spectral.OpenAPI.response(200, "User found successfully")

  



  
    
      
    
    
      response_with_body(response, module, schema)



        
          
        

    

  


  

      

          @spec response_with_body(
  :spectra_openapi.response_spec(),
  module(),
  atom() | :spectra.sp_type_or_ref()
) :: :spectra_openapi.response_spec()


      


Adds a response body to a response builder.
You can optionally provide a content_type as a 4th argument.
Parameters
	response - Response builder from response/2
	module - Module containing the type definition
	schema - Schema reference (typically an atom like :t)
	content_type - Optional content type (e.g., "application/json", "application/xml")

Returns
	response - Updated response builder with body schema

Example
response = Spectral.OpenAPI.response(200, "Success")
  |> Spectral.OpenAPI.response_with_body(Person, :t)

response_xml = Spectral.OpenAPI.response(200, "Success")
  |> Spectral.OpenAPI.response_with_body(Person, :t, "application/xml")

  



  
    
      
    
    
      response_with_header(response, header_name, module, header_spec)



        
          
        

    

  


  

      

          @spec response_with_header(
  :spectra_openapi.response_spec(),
  binary(),
  module(),
  map()
) ::
  :spectra_openapi.response_spec()


      


Adds a header to a response builder.
Parameters
	response - Response builder from response/2
	header_name - Name of the response header (e.g., "X-Rate-Limit")
	module - Module containing the type definition for the header value
	header_spec - Header specification map with keys:	:schema - Schema reference for the header value (atom like :t, or a type ref tuple)
	:description (optional) - Description of the header
	:required (optional) - Whether the header is required (default: false)
	:deprecated (optional) - Whether the header is deprecated (boolean)



Returns
	response - Updated response builder with header added

Example
response = Spectral.OpenAPI.response(200, "Success")
  |> Spectral.OpenAPI.response_with_header("X-Rate-Limit", RateLimit, %{
    schema: :t,
    description: "Requests remaining",
    required: false
  })

  



  
    
      
    
    
      with_parameter(endpoint, module, parameter_spec)



        
          
        

    

  


  

      

          @spec with_parameter(
  :spectra_openapi.endpoint_spec(),
  module(),
  :spectra_openapi.parameter_input_spec()
) :: :spectra_openapi.endpoint_spec()


      


Adds a parameter to an endpoint.
Parameters can be in the path, query string, headers, or cookies.
Parameters
	endpoint - The endpoint to modify
	module - Module containing the type definition for the parameter
	parameter_spec - Parameter specification map with keys:	:name - Parameter name
	:in - Location (:path, :query, :header, :cookie)
	:required - Whether the parameter is required
	:schema - Schema for the parameter value (atom or {:type, name, arity} tuple)



The description and deprecated fields in the rendered OpenAPI output are sourced from
the type's spectral annotation, not from the parameter spec. Type aliases and remote type
references are followed automatically to inherit their documentation.
Returns
	endpoint - Modified endpoint with parameter added

Example
endpoint = Spectral.OpenAPI.endpoint(:get, "/users/{id}")
  |> Spectral.OpenAPI.with_parameter(User, %{
    name: "id",
    in: :path,
    required: true,
    schema: :string
  })

  



  
    
      
    
    
      with_request_body(endpoint, module, schema)



        
          
        

    

  


  

      

          @spec with_request_body(
  :spectra_openapi.endpoint_spec(),
  module(),
  atom() | :spectra.sp_type_or_ref()
) :: :spectra_openapi.endpoint_spec()


      


Adds a request body specification to an endpoint.
You can optionally provide a content_type as a 4th argument.
Parameters
	endpoint - The endpoint to modify
	module - Module containing type definitions
	schema - Schema reference (typically an atom like :t)
	content_type - Optional content type binary (e.g., "application/xml"; defaults to "application/json")

Returns
	endpoint - Modified endpoint with request body

Example
endpoint = Spectral.OpenAPI.endpoint(:post, "/users")
  |> Spectral.OpenAPI.with_request_body(Person, :t)

endpoint_xml = Spectral.OpenAPI.endpoint(:post, "/users")
  |> Spectral.OpenAPI.with_request_body(Person, :t, "application/xml")

  


        

      


  

    
Spectral.Type 
    



      
Elixir wrapper for the Erlang :spectra_type module.
Provides functions for inspecting sp_type() values. These are most useful
inside Spectral.Codec callbacks, where the sp_type argument carries the
instantiation node from the type traversal.
Advanced integrations
This module is intended for advanced integrations, such as building custom
web framework plugins or other tooling on top of Spectral. Most applications
will not need to use it directly.

      


      
        Summary


  
    Functions
  


    
      
        type_args(sp_type)

      


        Returns the concrete type-variable bindings for a generic sp_type() node.



    





      


      
        Functions


        


  
    
      
    
    
      type_args(sp_type)



        
          
        

    

  


  

      

          @spec type_args(term()) :: [term()]


      


Returns the concrete type-variable bindings for a generic sp_type() node.
When a codec is invoked during type traversal for a parameterised type such as
MapSet.t(integer()) or dict:dict(binary(), float()), the sp_type argument
is the reference node and type_args/1 returns the list of concrete type
arguments in declaration order.
Returns [] when the type has no type variables, or when the codec is invoked
directly from a Spectral.encode/decode/schema entry point rather than from
mid-traversal dispatch.
Example
# In a codec for MapSet.t(elem):
def encode(:json, mod, {:type, :t, 1}, %MapSet{} = ms, sp_type, _params, _config) do
  case Spectral.Type.type_args(sp_type) do
    [elem_type] ->
      # recursively encode each element using elem_type
    [] ->
      # no type info available, fall back to plain list
      {:ok, MapSet.to_list(ms)}
  end
end

  


        

      


  

    
Spectral.TypeInfo 
    



      
Elixir wrapper for the Erlang :spectra_type_info module.
Provides functions for creating and manipulating type information structures
that contain types, records, and function specifications.
Advanced integrations
This module is intended for advanced integrations, such as building custom
web framework plugins or other tooling on top of Spectral. Most applications
will not need to use it directly.
Type Info Structure
A type_info record (Erlang record from spectra library) has the structure:
{:type_info, types, records, functions}
Where:
	types - Map of {type_name, arity} tuples to sp_type records
	records - Map of record names (atoms) to sp_rec records
	functions - Map of {function_name, arity} tuples to function spec information

Usage
Typically, you'll get a typeinfo structure from a module's `_spectra_type_info/0` function
and then query or modify it:
type_info = Person.__spectra_type_info__()

# Find a specific type
case Spectral.TypeInfo.find_type(type_info, :t, 0) do
  {:ok, type} -> IO.inspect(type)
  :error -> IO.puts("Type not found")
end

# Add a new type
new_type_info = Spectral.TypeInfo.add_type(type_info, :custom, 0, custom_type)
Type Keys
Types and functions are indexed by tuples of {name :: atom(), arity :: non_neg_integer()}.
Records are indexed by their name (atom).

      


      
        Summary


  
    Types
  


    
      
        function_key()

      


        A key identifying a function. Alias for :spectra_type_info.function_key().



    


    
      
        type_info()

      


        A type information structure. Alias for :spectra_type_info.type_info().



    


    
      
        type_key()

      


        A key identifying a type. Alias for :spectra_type_info.type_key().



    





  
    Functions
  


    
      
        add_function(type_info, name, arity, func_spec)

      


        Adds a function specification to the type_info structure.



    


    
      
        add_record(type_info, name, record)

      


        Adds a record to the type_info structure.



    


    
      
        add_type(type_info, name, arity, type)

      


        Adds a type to the type_info structure.



    


    
      
        find_function(type_info, name, arity)

      


        Finds a function specification in the type_info structure. Returns {:ok, specs} or :error.



    


    
      
        find_record(type_info, name)

      


        Finds a record in the type_info structure. Returns {:ok, record} or :error.



    


    
      
        find_type(type_info, name, arity)

      


        Finds a type in the type_info structure. Returns {:ok, type} or :error.



    


    
      
        get_function_doc(type_info, name, arity)

      


        Returns the endpoint documentation attached to a function via the spectral/1 macro.



    


    
      
        get_module(type_info)

      


        Returns the module associated with a type_info structure.



    


    
      
        get_record(type_info, name)

      


        Gets a record from the type_info structure, raising {:record_not_found, name} if absent.



    


    
      
        get_type(type_info, name, arity)

      


        Gets a type from the type_info structure, raising {:type_not_found, name, arity} if absent.



    


    
      
        new(module, implements_codec)

      


        Creates a new type_info structure for the given module.



    


    
      
        sp_function_spec(args \\ [])

      


    


    
      
        sp_function_spec(record, args)

      


    





      


      
        Types


        


  
    
      
    
    
      function_key()



        
          
        

    

  


  

      

          @type function_key() :: :spectra_type_info.function_key()


      


A key identifying a function. Alias for :spectra_type_info.function_key().

  



  
    
      
    
    
      type_info()



        
          
        

    

  


  

      

          @type type_info() :: :spectra_type_info.type_info()


      


A type information structure. Alias for :spectra_type_info.type_info().

  



  
    
      
    
    
      type_key()



        
          
        

    

  


  

      

          @type type_key() :: :spectra_type_info.type_key()


      


A key identifying a type. Alias for :spectra_type_info.type_key().

  


        

      

      
        Functions


        


  
    
      
    
    
      add_function(type_info, name, arity, func_spec)



        
          
        

    

  


  

      

          @spec add_function(type_info(), atom(), arity(), [term()]) :: type_info()


      


Adds a function specification to the type_info structure.

  



  
    
      
    
    
      add_record(type_info, name, record)



        
          
        

    

  


  

      

          @spec add_record(type_info(), atom(), term()) :: type_info()


      


Adds a record to the type_info structure.

  



  
    
      
    
    
      add_type(type_info, name, arity, type)



        
          
        

    

  


  

      

          @spec add_type(type_info(), atom(), arity(), term()) :: type_info()


      


Adds a type to the type_info structure.
Examples
iex> type_info = Person.__spectra_type_info__()
iex> {:ok, person_type} = Spectral.TypeInfo.find_type(type_info, :t, 0)
iex> new_info = Spectral.TypeInfo.new(:nomodule, false)
iex> updated = Spectral.TypeInfo.add_type(new_info, :my_type, 0, person_type)
iex> {:ok, _type} = Spectral.TypeInfo.find_type(updated, :my_type, 0)
iex> :ok
:ok

  



  
    
      
    
    
      find_function(type_info, name, arity)



        
          
        

    

  


  

      

          @spec find_function(type_info(), atom(), arity()) :: {:ok, [term()]} | :error


      


Finds a function specification in the type_info structure. Returns {:ok, specs} or :error.
Examples
iex> type_info = Spectral.TypeInfo.new(:nomodule, false)
iex> Spectral.TypeInfo.find_function(type_info, :my_func, 2)
:error

  



  
    
      
    
    
      find_record(type_info, name)



        
          
        

    

  


  

      

          @spec find_record(type_info(), atom()) :: {:ok, term()} | :error


      


Finds a record in the type_info structure. Returns {:ok, record} or :error.
Examples
iex> type_info = Spectral.TypeInfo.new(:nomodule, false)
iex> Spectral.TypeInfo.find_record(type_info, :person)
:error

  



  
    
      
    
    
      find_type(type_info, name, arity)



        
          
        

    

  


  

      

          @spec find_type(type_info(), atom(), arity()) :: {:ok, term()} | :error


      


Finds a type in the type_info structure. Returns {:ok, type} or :error.
Examples
iex> type_info = Person.__spectra_type_info__()
iex> {:ok, type} = Spectral.TypeInfo.find_type(type_info, :t, 0)
iex> is_tuple(type)
true

iex> type_info = Spectral.TypeInfo.new(:nomodule, false)
iex> Spectral.TypeInfo.find_type(type_info, :nonexistent, 0)
:error

  



  
    
      
    
    
      get_function_doc(type_info, name, arity)



        
          
        

    

  


  

      

          @spec get_function_doc(type_info(), atom(), arity()) ::
  {:ok, map()} | {:error, :no_doc_found | :function_not_found}


      


Returns the endpoint documentation attached to a function via the spectral/1 macro.
When spectral/1 is placed before a @spec and function definition, the documentation
map (with keys like :summary, :description, :deprecated) is stored in the function
spec's metadata. This function retrieves it, using the first function spec when there are
multiple specs (e.g., multiple clauses with different guards).
Parameters
	type_info - The type_info structure to search
	name - The function name (atom)
	arity - The function arity (non-negative integer)

Returns
	{:ok, doc} - If a doc was attached to the function (map with endpoint doc fields)
	{:error, :no_doc_found} - If the function exists but has no spectral/1 annotation
	{:error, :function_not_found} - If the function is not found in the type info

Example
type_info = MyController.__spectra_type_info__()
{:ok, doc} = Spectral.TypeInfo.get_function_doc(type_info, :show, 2)
# doc => %{summary: "Show resource", description: "Returns a resource by ID"}

  



  
    
      
    
    
      get_module(type_info)



        
          
        

    

  


  

      

          @spec get_module(type_info()) :: module()


      


Returns the module associated with a type_info structure.
Examples
iex> type_info = Person.__spectra_type_info__()
iex> Spectral.TypeInfo.get_module(type_info)
Person

  



  
    
      
    
    
      get_record(type_info, name)



        
          
        

    

  


  

      

          @spec get_record(type_info(), atom()) :: term()


      


Gets a record from the type_info structure, raising {:record_not_found, name} if absent.

  



  
    
      
    
    
      get_type(type_info, name, arity)



        
          
        

    

  


  

      

          @spec get_type(type_info(), atom(), arity()) :: term()


      


Gets a type from the type_info structure, raising {:type_not_found, name, arity} if absent.
Examples
iex> type_info = Person.__spectra_type_info__()
iex> type = Spectral.TypeInfo.get_type(type_info, :t, 0)
iex> is_tuple(type)
true

  



  
    
      
    
    
      new(module, implements_codec)



        
          
        

    

  


  

      

          @spec new(module(), boolean()) :: type_info()


      


Creates a new type_info structure for the given module.
Pass implements_codec: true when the module implements Spectral.Codec.
In practice you rarely need to call this directly — type info is normally
obtained via a module's __spectra_type_info__/0 function.
Examples
iex> type_info = Spectral.TypeInfo.new(Person, false)
iex> Spectral.TypeInfo.get_module(type_info)
Person
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      sp_function_spec(record, args)
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Spectral.Error exception
    



      
Exception for Spectral operations.
This exception represents errors returned from the underlying :spectra library,
converted to an idiomatic Elixir format.
Can be used both in {:error, [%Spectral.Error{}]} tuples and raised as an exception.
Fields
	:location - Path to where the error occurred (list of strings or atoms)
	:type - Type of error (:decode_error, :type_mismatch, :no_match, :missing_data, :not_matched_fields)
	:context - Additional context information about the error (runtime-determined type)
	:message - Human-readable error message (auto-generated for exceptions)

Example
%Spectral.Error{
  location: ["user", "age"],
  type: :type_mismatch,
  context: %{expected: :integer, got: "not a number"}
}
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          @type error_type() ::
  :decode_error
  | :type_mismatch
  | :no_match
  | :missing_data
  | :not_matched_fields


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Spectral.Error{
  __exception__: true,
  context: dynamic(),
  location: [String.t() | atom()],
  message: String.t() | nil,
  type: error_type()
}
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